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Chapter 1: Introduction

The notion of computers that can look and act as humans do has long been a staple of Science Fiction. This dream
was perhaps most famously popularised by Philip K. Dick in his work “Do Androids Dream of Electric Sheep?”
(the basis for what became the film Blade Runner), in which androids were envisioned as being indistinguishable
from humans. Indeed, this concept does not necessarily feel all that implausible nowadays, thanks to the
continuous advancements in Artificial Intelligence’s (AI) ability to simulate elements of human behaviour and
interaction, coupled with its increasingly pervasive presence in everyday life (Araujo and Bol, 2024).

Nowhere is that human-like simulation more visible than in the rise of Conversational Al, spanning from virtual
assistants like Siri and Google Assistant, to chatbots like Anthropic’s Claude and OpenAI’s ChatGPT. The release
of the latter in 2022 marked a significant turning point, as it catapulted Al-powered dialogue systems into the
mainstream due to its exceptional conversational ability, something that its predecessors lacked due to their task-
specific confines and limited scope. The launch of GPT-3 offered the world a true glimpse of what this technology
could do, demonstrating its potential to engage in open-ended and scarily human-like conversations on any topic
the user could think of. Even when considering the well-documented issues that characterised early Large
Language Model (LLM) development, such as hallucinations — where the model produces plausible-sounding
information that is inaccurate or entirely fabricated (Ji et al., 2023), something that is still very much prevalent
now — the trajectory of Conversational Al is one of rapid growth and continuous improvement.

But to what extent are these advancements reflected in the language capabilities of AI? What does it take for a
machine to converse like a human being? Human-to-human exchanges are governed by an intricate system of
turn-taking rules (Sacks et al., 1974) that allow speakers to transition smoothly between speaking and listening,
while simultaneously allowing for paralinguistic features such as backchannels and laughter that add to the
dynamic and expressive quality of such dialogues. The management of this system is at the core of real-world
conversations (Arora et al., 2025), as it is essential for maintaining a structured and meaningful exchanges - but it
also presents unique challenges for AL, which lacks the intuitive real-time processing abilities that humans use to
navigate conversational flow, and thus it is one of the primary reasons for the limitations of naturalness in Al
dialogue systems (Skantze, 2020). Another limitation, although one that would arguably be less noticeable to an
everyday user of Al is the balance of knowledge asymmetry, which concerns how speakers adjust their language,
level of detail, and conversational role depending on their expertise relative to their interlocutor (Sidnell, 2012;
Jacobsen, 2014). This is an area Al seems to find challenging to handle consistently, as it is unable to reason the
way a human would in conversation (Darapaneni et al., 2023), therefore it may respond as an expert in one turn
but then ask a novice-level question about the same subject in the next turn, creating inconsistencies that disrupt
the perceived naturalness of the interaction that would not necessarily exist in human-human exchanges.

Despite the tremendous advancements that have been made in the field of natural language generation (NLG)
(Kulkarni et al., 2019), and how advances in Text-To-Speech (TTS) and Automatic Speech Recognition (ASR)
technologies have not only led to Al-generated voices becoming increasingly realistic to the general public
(Mahlsela et al., 2024), but also to Al being able to engage in increasingly realistic conversations with users well
beyond what could previously be done with AT Agents like Siri and Alexa, there are still areas where these dialogue
systems struggle to truly replicate the seamless flow of human conversation.

Initially released in 2023, NotebookLM (previously Project Tailwind) is Google’s attempt to enhance Al-driven
knowledge interactions by grounding its responses entirely in sources provided by the user (Google, 2023).
While initially a text-based virtual research assistant, NotebookLM expanded its capabilities in September 2024
with the introduction of Audio Overview, or “Deep Dive” podcasts (Google, 2024), a feature that allows users to
generate spoken explanations and summaries in the format of a podcast between two people. In December 2024,
Google enhanced NotebookLM even further by giving the user the ability to “join” a conversation between its
two Al-generated podcast hosts (Google, 2024). This addition naturally brings new challenges in simulating
turn-taking timing and conversational role stability, making NotebookLM an even more ideal case study for
examining how Al replicates human-like dialogue patterns — thus forming the basis of this dissertation.



This dissertation addresses to what extent knowledge asymmetry and turn-taking timing are similar

between natural (human) and machine-generated (AI) dialogue. Specifically, it aims to identify:

®  Differences in turn-taking timing metrics (e.g., gap durations, overlap frequency) between
human and NotebookLLM-generated dialogues and determine

®  How consistently knowledge asymmetry (i.e., distribution of expertise or authority) is
maintained in human versus NotebookLM-generated dialogue.

This dissertation is comprised of four chapters. Chapter 1 is split into four sections: the first being this
introduction, which aims to lay the foundation for the remainder of the paper. The other three sections of
Chapter 1 make up the literature review, and is split thematically between Al advancement, turn-taking, and
knowledge asymmetry. Chapter 2 details the methodology of experiment performed, and Chapter 3 is for the
results. Both sections are further divided for ease of reading. Chapter 4 is the comparative discussion on turn-
taking and knowledge asymmetry human versus Al-generated dialogue. Synthesising everything detailed in the
literature review, and utilising my own experiment to address the research question proposed above — ultimately
exploring to what extent the Al’s dialogue imitates the naturalness of human speech.

1.1 The Advancement of Al Dialogue Systems

Conversational Al systems are trained on large corpora of data, and are designed to engage in fluid, natural
interactions. Since their development in the 1960s (Wilks et al., 2011), they have evolved from early dialogue
systems to high-quality end-to-end neural models (McTear, 2021; Liu, 2024) capable of exhibiting proficiency in
producing coherent, contextually relevant, and stylistically adaptable textual outputs (Kokala, 2024). Those early
systems relied heavily on explicitly defined rules, fixed contexts, and constrained knowledge bases (Hung et al.,
2009), which as a result meant that their dialogue was inherently rigid, as they lacked the flexibility needed to
manage and respond meaningfully to open-ended, dynamic interactions or extend beyond their predefined
domains, therefore rendering them as rather ineffective in real-world scenarios where nuance, spontaneity, and
general contextual awareness are paramount. Now, however, contemporary systems (particularly those powered
by LLMs) are more refined, and are capable of generating syntactically fluent and semantically appropriate
responses no matter the topic or task. (Mitsui et al., 2023).

One significant advancement that redefined the capabilities of these systems was the introduction of the
transformer model (Vaswani et al. 2017), which now underpins the architectures of many state-of-the-art models
such as GPT, BERT, and Gemini. The transformer model marked a shift away from the traditional recurrent neural
networks (RNNs) and long short-term memory (LSTM) models that processed data sequentially and would often
struggle to capture long-range dependencies due to issues like vanishing gradients (where earlier information in a
sequence becomes harder to retain during training) and limited memory capacity. With the introduction of the
transformer model came a self-attention mechanism, which allows the model to weigh the relevance of every
word in an input sequence in parallel irrespective of its position, essentially enabling for a more effective way to
model context over extended spans of text by seeing how each word relates to the others. The result of this is that
transformer models significantly enhance a system’s ability to understand and generate seemingly coherent
responses across multiple turns. However, it’s important to clarify a couple of things here: firstly, that the definition
of the word understand used here is not the traditional human-like semantic comprehension or intentional meaning
making definition, but rather it denotes the model’s ability to capture and represent statistical patterns and
contextual dependencies in language (Bender et al., 2021) — the system’s ability to manipulate symbols without
any internal grasp of what those symbols actually mean, a phenomenon known sometimes as the Chinese Room
Problem (Searle, 1980). Secondly, I use the term ‘seemingly coherent’ because, as noted by Bender et al. (2021),
coherence is “in the eye of the beholder”. Human-human dialogue is a jointly constructed activity (Le Bigot et al,
2007), whereas Al generated dialogue lacks any real-world grounding. Therefore, where human speakers can
seamlessly track conversational context, Al lacks implicit conversational memory — that is, the human ability to
remember and mentally track what has been discussed, what the other conversation participant knows, and how



the conversation is developing over time. This causes the models to struggle with maintaining consistency,
meaning that they often repeat information, forget certain details mentioned earlier in the dialogue, or shift topics
disjointedly (Brabra et al., 2022). This problem arises from finite context windows. Essentially, the model can
only see a certain portion of the conversation at a time, and when information falls outside of that window, it is
effectively non-existent. Therefore, despite the significant improvement made with the debut of transformer
models, challenges still remain in maintaining dialogue coherence over very long exchanges.

(Figure 1: Taken from Vaswani et al. 2017, shows the Transformer Model)
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Much of the research surrounding spoken dialogue systems has focused on addressing the critical issue at the
interface between ASR and dialogue management, that is, how exactly the system can determine when a user has
stopped speaking (Lala et al., 2018). This is commonly associated with endpointing (Chang et al., 2022), and end-
of-turn detection — the former focusing on detecting the end of speech segments, while the latter considers
conversational cues to more accurately predict turn completion. The impracticability of interrupting a user mid-
turn leads many systems to being conservative (Lala et al., 2018), with the most common approach being for the
user to be silent for an extended period of time, therefore meaning that the model takes significantly longer to take
the floor than a human participant would.

1.2 Turn-Taking

Humans exhibit cognitive and social competence from birth (Dominguez et al., 2016; Legerstee et al., 1998;
Reddy et al., 1997), with the ability to engage in a conversational exchange emerging well before full linguistic
competence (Gratier et al., 2015; Dominguez et al., 2016). One of the earliest manifestations of structured social
interaction is turn-taking, which research suggests can be seen in early infancy (Bateson, 1975; Oller, 2000;
Gratier et al., 2015). Levinson and Torreria (2015) highlight that sensitivity to turn-end cues develops early in life,
with young children showing the ability to anticipate conversational boundaries. This early sensitivity to timing
cues supports the idea that turn-taking is not solely acquired through experience, but is deeply embedded in the



human cognitive architecture (Reddy et al., 1997; Levinson, 2016). Dominguez et al’s (2016) study of infant-
mother interactions found that from a just a few days old, infants display alternating vocalisation patterns,
showcasing an inherent predisposition for coordinated communicative behaviour — they propose that these early
patterns serve as a foundation for later conversational skills, reinforcing the view that turn-taking is fundamental
to the infrastructure of conversation and human social interaction in general.

The seminal work of Sacks et al. (1974) prompted the understanding of turn-taking as an organised system
governed by rules rather than random altercations. Their research based on audio recordings of natural
conversations sought to characterise the organisation of turn-taking in its simplest form, and through their analysis,
they identified the main structural components that govern speaker transitions in conversation. A key concept in
their model is the Transition Relevance Place (TRP), which refers to points in a conversation where speaker
change can occur. To regulate their turn allocation, Sacks et al. propose three fundamental rules:

1. Ifthe current speaker selects the next speaker, the selected individual should speak next;
2. Ifno speaker is selected, anyone may self-select, with the first starter gaining the floor;
3. Ifno one selects, the current speaker may continue.

These rules apply recursively at each TRP and, more crucially, are locally managed, party administered, and
interactionally controlled. Unlike rigidly structured dialogues, conversational turn-taking is negotiated in real-
time by the participants of the conversation (Wilson et al., 1984) — where turn size and order are not predetermined
but instead emerge dynamically, ensuring flexibility while maintaining the structure needed for overall
conversational coherence. Sacks et al. emphasise that "overwhelmingly one party talks at a time. [...] Occurrences
of more than one speaker at a time are common but brief [...] Transitions (from one turn to the next) with no gap
and no overlap are common. Together with transitions characterised by slight gap or slight overlap, they make up
the vast majority of transitions." (p. 706). Later research questions the rigidity the “no-gap, no-overlap” principle
posited by Sacks et al., with empirical research showing that overlaps are more common than previously thought,
accounting for up to 40% of speaker transitions (Heldner and Edlund, 2010). Heldner and Edlund state that turn-
taking is less precise than the original Sacks et al. model suggests, with gaps and overlaps often exceeding 200ms.
Indeed, the gap between turns in conversations of speakers who share a native language is generally considered
to be around 250ms (Gratier et al., 2015; Strivers et al., 2009). Ten Bosch et al. (2005) further establishes that
pauses (silence within the same speakers turns) tend to be longer than gaps (silence between speaker turns) —
further establishing that participants planning to respond to a speaker are already encoding their responses while
the incoming turn from the other speaker is still unfinished (Garrod and Pickering, 2015).

speaker A current turn 7
speaker B anticipation next turn
message ﬁ [preparing for produc@
words

syntactic / 'g %getting the right timirb

form

(Figure 2: Taken from Magyari 2012, shows a model of prediction and production processes of the current listener and next
speaker in a conversation)

Together, these findings shift the focus from pre-planned projection to real-time processing by challenging the
assumption that precise projection is the sole mechanism for smooth turn transitions. Instead, they highlight
reactive mechanisms, such as responding to cues from the cessation of speech or prosodic changes, play a more
significant role. This perspective aligns with Duncan’s (1972) signalling model, which offers an extension of
Sacks et al. by highlighting the role of prosodic and non-verbal cues in managing turn-transitions (Bogels and
Torreira, 2015) — arguing that turn-taking is not solely governed but also mediated by these ‘turn-yielding signals’
(falling intonation, slowing speech rate) and ‘attempt suppressing signals’ (increased loudness, gestures to



maintain the floor), and demonstrating how speakers use multimodal signals to anticipate and manage
conversational flow (Hjalmarsson, 2010).

1.3 Knowledge Asymmetry

The term knowledge asymmetry denotes the differences in expertise, information access, or understanding
between individuals engaged in interaction (Sidnell, 2012; Heim and Wiltschko, 2020). These differences can
manifest as explicit roles — such as doctor-patient, or expert-novice — or emerge organically within conversations
based on participants backgrounds and experiences (Jacobsen, 2014; Kim, 2019). Knowledge asymmetry is
grounded in the concept of common ground (Stalnaker, 1978; Murray and Starr, 2019) — the shared body of
assumptions and information that speakers rely on for mutual understanding, which is dynamically updated as a
speaker asserts, challenges, or accommodates new information (Bavelas et al., 2012). Communication is not
simply a matter of shared assumptions — it requires an ongoing process of alignment to ensure understanding
between participants, which Clark and Brennan (1991) describe as grounding. Grounding emphasises that for
effective communication, participants must not only share information, but also ensure mutual understanding
through continuous feedback and adjustment. Through this, conversation participants collaboratively maintain
and modify their common ground (Clark and Wilkes-Gibbs, 1986), either reinforcing the existing knowledge
asymmetries, or working to bridge them through clarification and elaboration.

Who the listener is and what they know, or rather, what the speaker assumes the listener knows, significantly
shapes the flow of dialogue (Sidnell, 2012), as it is this knowledge, or lack thereof, that is taken to be the common
ground of the exchange (Stalnaker, 1978) — therefore influencing the utterances produced by the speaker.
Assertions and presuppositions are relied on by speakers to regulate the common ground, the former serving as a
mechanism through which new information is introduced, and the latter for signalling assumptions regarding
information that is already shared knowledge. The content of an assertion is dependent on the context within
which it is made, and this context is determined by the beliefs and intentions of the speaker, as well as the beliefs
and intentions of the listener (Stalnaker, 1978). For an assertion to be meaningful, certain presuppositions must
be made — and everyone “has a motive to try to keep the presuppositions the same” (Stalnaker, 1978). If an
assertion being made conflicts with the listeners assumed knowledge, it is a situation where conversational repairs
may be needed. Presuppositions reflect what the speaker assumes is already part of the common ground, and when
a presupposition fails the listener may accommodate it, or challenge it, leading to a breakdown in the conversation.
Crucially, the speaker may not necessarily need to believe the presupposition themselves, they simply must believe
that the listener will accept it.

The interaction between assertions and presuppositions is most evident where presuppositions misalign. As an
example, “Even John passed the exam” presupposes that John was expected to fail, an assumption that is not
stated explicitly, but is necessary for this to be a meaningful utterance. If the listener does not share this assumption,
they conversation may require modifications in order to realign the common ground. Through his work in
conversation analysis, Sidnell (2012) uses real-world conversational data to demonstrate that speakers employ
evidentials, hedges, and confirmation-seeking strategies to modulate their epistemic positions, influencing how
knowledge is distributed and received within an interaction. For example, markers such as ‘I suppose’ and
‘apparently’ function as epistemic downgrades, allowing for the indication of uncertainty, and a reliance on
second-hand knowledge. Kitzinger and Mandelbaum (2013) also demonstrate how speaker’s utilise vocabulary
to position themselves as knowledgeable, but also signal assumptions about presume the knowledge (or lack
thereof) of the listener (Kitzinger and Mandelbaum, 2013; Kim, 2019). These examples showcase how participants
in a conversation must constantly negotiate and recalibrate their shared understandings, and providing evidence
towards the notion of knowledge asymmetry being dynamically constructed and managed during interaction.

Conversational scorekeeping (Lewis, 1979) is another notion core to knowledge asymmetry, and extends the
process of grounding established by Clark and Brennan (1991), where participants track and adjust shared
presuppositions, permissible moves, and contextual relevance throughout dialogue. As conversations progress,



speakers will monitor which presuppositions have been accepted, what information is still contested, and what
conversational moves are permissible. Scorekeeping is a way of ensuring that a dialogue remains coherent, by
allowing participants to navigate misalignments in understanding by modifying their assertions, or adjusting their
presuppositions.

As previously stated, knowledge asymmetry can manifest through the roles of those participating in a conversation
— where one speaker typically has more expertise than the other. Experts tend to control the topic progression, ask
fewer clarification questions, and introduce more information through declarative sentences (Murray, 2014),
whereas novices rely more on questions and confirmation-seeking strategies (Heritage, 2012). Drew (1991) notes
that asymmetric turn-taking rights feature in many institutional settings — where the expert speaker allocates turns
and manages the flow of a discussion. Again, roles are not static, and can change as a conversation develops.
Sidnell (2012) states that speakers manage role transitions through linguistic cues like hedging, evidentials, and
self-repair. We see then that established roles, while dynamic, not only affect who is distributing the knowledge,
and the content of a dialogue, but also influences the entire structure of conversation and mechanics of interaction.

Chapter 2: The Experiment

2.1 Data Collection

This study utilises six dialogues in order to analyse three different conversational configurations: two human-
human dialogues, two AI-Al dialogues generated entirely by Google’s NotebookLM, one human-human-human
dialogue, and one human-AI-Al dialogue made using Google NotebookLM’s interactive mode — where users can
“call in” and participate in the dialogue between the two Al generated speakers. To ensure topic consistency, the
human podcasts used as the human baseline were also used to create the NotebookLM dialogues. Each dialogue
is approximately ten minutes in length for ease of analysis, and the total of six dialogues were selected to provide
a diverse and balanced dataset for comparing turn-taking behaviours and knowledge role consistencies across
human and AT speakers.

2.2 Annotation

The dialogues were all annotated manually with Praat, using a multi-tier TextGrid structure created for each audio
file that included the following tiers:

e  Speaker: Tier marking the start and end of each turn, and who was speaking.
e Event: Tier labelling each transition as a gap, overlap, or smooth turn shift.

o  Gaps were defined as pauses between speakers exceeding 250ms.

o Overlaps referred to instances where a speaker began talking before the previous speaker had
finished their turn, including interjections, interruptions, and backchannels. These were
annotated even when the original speaker carried on their turn, however intra-turn pauses
occurring within the same speaker’s turn were not annotated, as they are not relevant to the turn-
taking analysis of this study.

o Smooth transitions involved minimal gaps between 100-250ms, reflecting the natural turn-
taking timing grounded in Sacks et al. (1974) and later Heldner and Edlund (2010). Anything
below 100ms was annotated as smooth but flagged in the notes tier, as these transitions were



generally imperceptible in natural conversation but were still worth noting for complete
transparency during the annotation process.

e Duration: Tier logging the duration of each turn, event (ie. overlap), and transition (positive values for
TRPs, and negative values for overlaps). In turns that contain overlaps, having a separate column for the
total duration of a speakers turn helped ensure there was an accurate representation of the speaker’s
uninterrupted floor time vs. their total contribution window.

e Role: Tier coding the speakers knowledge stance each turn, based on the purposefully developed coding
scheme (See 2.3)

¢ Role Shift: Tier noting significant shifts in knowledge role. (See 2.3)

e Notes: Tier for making context comments or noting points of interest in the dialogue.
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(Figure 3: An example of the annotation process, shown with a segment taken from AI-AI1)

To allow for ease of comparison, all annotations were transferred to one spreadsheet after completion, with
columns for: dialogue code, turn number, speaker identity, start time, end time, total turn duration, adjusted turn
duration, event, event duration, role code, role shift, and additional notes.

In turns that contain overlaps, having two separate columns (one for total turn duration and one for adjusted turn
duration — where the overlap time was subtracted) helped ensure there was an accurate representation of the
speaker’s uninterrupted floor time vs. their total contribution window.



2.4 Knowledge Role Coding

Each turn was assigned a label based on the assumed distribution of expertise (the inferred positioning of each

speaker in relation to knowledge authority within the interaction):

CODE DEFINITION
E (Expert) Speaker with authoritative knowledge
N (Novice) Speaker seeks information or signals uncertainty

C (Clarification Request)

Speaker challenges information or requests a follow up

B (Backchannel)

Speaker offers minimal response cues: like “mhm” or “yeah” or laughter.

Role coding decisions were based on the functional intent of each speaker turn, drawing on syntactic structures,
discourse context (whether the turn is elaborating, following up, or redirecting the topic), and the speaker’s
epistemic positioning. Where coding between N and C was ambiguous, a decision tree was made:

(Figure 4: Decision tree for N vs. C coding)

¥ES = Code as N (Novice)

Is it @ request for new
information?

/ N\
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/
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Shifts in roles were annotated on a separate
tier to the role labelling, in order to
distinguish between instances where there
was a noticeable deviation in the speakers
assumed stance. These include overt
transitions (an expert explicitly expressing
uncertainty) and more implicit changes in
knowledge positioning, like a novice
speaker unexpectedly offering authoritative
information. Minor shifts in tone or hedging
were not coded as shifts unless
accompanied by a functional change in
discourse role. In cases where a single turn
contained a noticeable change in epistemic
stance, a single role was applied based on
the primary function of the turn. However,

where these shifts were functionally significant, they were marked using the role shift tier, so that the speaker’s
evolving stance could be captured — allowing for the overall role distributions and their fluidity to be discussed.

To assess the stability of roles and turn-taking across all of the dialogues, the following was calculated and

compared across all dialogue types, providing a framework for comparing the conversational naturalness and

stability of Al generated dialogue and human dialogue:

e The average total and adjusted turn length in each dialogue type

e The average transition length in each dialogue type
e  The number of transitions of transition types
e  The number of overlaps within each dialogue

e The proportion of turns coded as E vs. N vs. C in each dialogue

e  The frequency of role shifts in each dialogue



Chapter 3: The Results

This chapter presents and analyses the results of the study, which aimed to compare Al-generated podcasts and
human podcasts in terms of their differences in turn-taking timing and knowledge asymmetry maintenance.
Specifically, it addresses to what extent knowledge asymmetry and turn-taking are similar between the two
mediums.

The results are presented according to the two key dimensions under analysis: turn-taking timing and knowledge
asymmetry, which are divided into subsections according to each measure. Within these subsections, the analysis
will be organised to first address the H-H dialogues, which act as my baseline, then the AI-AI dialogues for
comparison, and finally the two dialogues with three participants.

3.1 Turn-taking Timing

3.1.1  Turn Duration (Fig. 5)

E Total Turn Duration
B Adjusted Turn Duration

0.0

Mean Turn Duration (s)

[}
o
=

Al-Al Al-AI2 H-ALAI H-H-H H-H1 H-H2
Dialogue ID

Errar bars: +- 2 SE

(Figure 5: The average turn length across all dialogues in seconds, accounting for both the total turn length and the adjusted
turn length — the latter being where any instance of an overlap was deducted from the turn duration)

In H-H1, the average turn length was the highest of all dialogues (49.808s total; 45.488s adjusted), indicating long,
interrupted stretches of speech. These extended turns suggest a dialogue where speakers would hold the floor for
prolonged periods with minimal interruptions. H-H2 also exhibited moderately long turns (30.211s total; 27.093s
adjusted), although they are significantly shorter than the turns in H-H1. The shorter turn durations suggest slightly
more mutual floor sharing compared to the other two-person dialogue. The relatively large error bars for both
dialogues reflect a huge degree of variability in how long each speaker held the floor during the exchange.

AI-AIl and AI-AI2 exhibit relatively similar average turn lengths, and notably shorter than those in the two H-H
dialogues. AI-All averaged at 14.337s (total) and 13.895s (adjusted), while AI-AI2 was slightly longer at 16.888s



(total) and 16.836s (adjusted). The near identical total and adjusted durations suggest very little overlap, with
concise contributions and rigidity in terms of turn length. The error bars are also significantly shorter than those
for the H-H dialogues, further emphasising how static the Al’s turn lengths were.

For H-H-H, the average turn durations were the shortest across the three human dialogues (11.599s for the total
duration; 9.731s for the adjusted duration), reflecting the fast-paced, highly interactional exchange expected from
a three-participant conversation. The error bars show some variation, comparable with that of AI-AIl and 2, but
significantly less than the two H-H dialogues — highlighting some differences in floor time but overall, a very
balanced exchange duration wise. H-AI-AI has the shortest average turn durations of 8.485s for total duration and
7.466s for adjusted duration, suggesting a tightly structured interaction with consistent (and constrained) turns —
further enforced by the relatively small error bars.

3.1.2  Transition Types (Fig. 6)
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(Figure 6: Turn-Transition distribution across all dialogues, with both smooth and gap transitions separately represented)

H-H1 has the lowest number of turns (12) and transitions (9) among the dialogues, which aligns with its long
average turn duration (Figure 5). Of these transitions, 7 were smooth and 2 were gap transitions. This showcases
that although the two speakers took extended turns, the few transitions that did occur were generally well
coordinated. The rarity of the gap transitions reflects conversation’s stable and predictable interactional rhythm.
H-H2 involved more turns (21) and therefore more transitions (16) — of which 11 were smooth and 5 were gaps.
Again, this shows a general stability across both of the H-H dialogues, however slight increase in gap transitions
in H-H2 does suggest that the exchange was less tightly managed than H-H1.

Both AI-Al dialogues featured at almost double the amount of turns as the two H-H dialogues, with AI-AIl having
45 turns in total and AI-AI2 having 41 turns. Smooth transitions were more common in AI-AIl (26) than in Al-
Al2 (17), but it still exhibited 16 instances of gap transitions. This relatively high number points to some
irregularities in floor coordination between the two Al-generated participants, and while the transitions were not
completely unnatural overall, there is considerably less fluidity than in the H-H exchanges. This lack of fluidity
is even more apparent in AI-AI2, where gap transitions outweighed the smooth — with 23 gap transitions happening



throughout the dialogue. The distribution of gap transitions to smooth transitions here presents an even clearer
picture of NotebookLM’s struggles to properly replicate what would be a natural rhythm of turn-taking.

H-H-H featured 44 turns, and the graph shows that the dialogue featured mutual anticipation and fluent speaker
shifts, with 35 of the 39 overall transitions being smooth. This strong preference for smooth transitions reflects
high mutual responsiveness and interactional synchrony, further emphasising the observation made in Section
3.1.2 regarding the fast-paced but fluid nature of the dialogue. In contrast, H-AI-AI is highly segmented and
densely packed with contributions, which reflects the conversational demands of managing an interaction between
one human and two Al agents. The exchange had the highest number of turns and transitions out of all of the
dialogues under analysis: with 152 turns and 140 transitions (79 smooth and 61 gap transitions). While it seems
natural for a dialogue between three participants to have more turns than a two-person dialogue, the sheer amount
of turns and transitions takes it to an unnatural extreme — especially when considering the 61 gap transitions.
Based on the data and the comparison to H-H-H, the H-AI-AI dialogue appears inconsistent and stilted.

3.1.3  Transition Duration (Fig. 7)
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(Figure 7: The average transition length in each dialogue)

The mean transition duration in H-H1 was relatively smooth (0.235s), and supports the distribution visualised in
Figure 5 — confirming the finding that turn-taking in H-H1 was largely well-coordinated and intuitive. However,
the error bars suggest that the two gap transitions present in this dialogue were in fact well above the 250ms
maximum smooth duration, showcasing some level of inconsistency in how smoothly the speakers exchanged the
floor despite the overall distribution. Such variability is not unusual and serves as a reminder that while turn-
taking may be finely timed, it is still subject to situational inconsistencies — particularly in dialogues that rely on
reactive as well as predictive mechanisms. H-H2 had the longest average transition duration out of all the human
dialogues at 0.260s with some variability. This implies some hesitation or pausing between speaker turns, which
confirms the previous observation that H-H2 featured slightly less tightly coordinated turn-taking timing.

The mean transition duration for AI-AIl is 0.256s and AI-AI2 is slightly longer at 0.289s. Though this difference
may seem minor, it aligns with the greater frequency of gap transitions in AI-AI2 and reflects a slightly more
stilted, less interactive exchange compared to AI-AIl. AI-All’s average transition length being only slightly above
the smooth transition threshold reveals the relatively balanced mix of smooth and gap transition timing — however
the error bar does suggest that there was moderate variability, pointing to the occasional lag in speaker response
time.



For H-H-H, the average transition duration is seen to be the lowest of all the dialogues (0.160s), with very minimal
variability — indicating again towards the rapid and highly coordinated nature of the speaker shifts in the dialogue.
On the other hand, H-AI-AI has the longest average transition duration (0.429s) among all the dialogues, with a
wide error bar indicating considerable inconsistency, resulting in a slightly stilted conversational rthythm (which
is to be expected as this interactive mode of NotebookLM is still in its beta stage).

3.1.4  Overlap Duration
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(Figure 8: The average overlap duration in each dialogue)

The H-H dialogues both contained lengthy overlaps compared to the other dialogues. In H-H1, the average overlap
duration was the highest (3.916s) and H-H2 being slightly lower at 3.129s. The error bars suggest considerable
variability, and extremely uneven overlap lengths, especially for H-H1.

In AI-AIl, the average overlap was 0.426s, and in AI-AI2 it was even shorter (0.219s) — the latter being the lowest
of all the dialogues. This highlights that in both dialogues, the overlaps were brief. The small error bars further
reflect the minimal overlap activity present in the Al dialogues, and further displays the real differences between
natural (human) dialogue patterns and artifical ones.

H-H-H displays an average overlap duration of 1.862s, suggesting a high level of coordination and consistency
that is further clarified by the relatively small error bar present in the data. This is lower than both of the H-H
dialogues, but significantly higher than the AI-AI dialogues. Interestingly, the overlap behaviour in H-AI-Al
suggests some ability to actively engage and co-construct: with the data showing a moderate average overlap
duration (0.997s) — which is longer than the AI-Al dialogues but significantly shorter than H-H-H and the more
disruptive overlaps in H-H1 and H-H2. This mid-range duration is likely a reflection of system restraints, as
overlapping in NotebookLM’s interactive mode is not possible for the human speaker, as they are restricted to
“calling in” in order to participate, therefore all of the overlap data for this dialogue comes from the two Al
speakers.



3.2 Knowledge Asymmetry

3.2.1 Turn Role Distribution
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(Figure 9: The number of turns of each speaker in each dialogue, and the role coded for those turns. C stands for
Clarification, E stands for Expert, N stands for Novice)

The role distribution in H-H1 was primarily Expert (E), with Speaker A having 4 turns coded as E and Speaker B
having 5. Novice (N) roles were rare, with just 2 instances from Speaker A and 1 from Speaker B. Neither speaker
took any Clarification (C), suggesting that roles were relatively stable throughout this dialogue, with both speakers
contributing from an Expert stance — an observation that would make sense considering the small number of turns
taken in the dialogue (Figure 6). H-H2 also had predominantly E coded turns. Speaker A with 6, and Speaker B
with 8. Novice roles were limited, as with H-H1 (3 instances for Speaker A, and 1 instance for Speaker B). Unlike
H-H1, both speakers had a C coded turn (2 from Speaker A, and only 1 from Speaker B), suggesting that there
was some degree of common ground negotiation present in this dialogue despite it being dominated by E coded
turns.

Both AI-AI dialogues had a greater degree of E coded turns. In AI-AIl Speaker A had 16 E turns and Speaker B
had 19. Similar to the H-H dialogues, N and C turns were sparse: Speaker A had 7 N turns and no C turns, whereas
Speaker B had 1 of each. Out of the two dialogues, AI-AIl shows a greater degree of role variety, as the
distributions point to more of an asymmetry in how the two agents positioned themselves in the conversation.
Speaker A demonstrated more dynamic role flexibility, taking on both knowledge-seeking and knowledge-giving
roles, which may have led to the richer interactional rthythm observed earlier in the analysis. The data gives the
impression that AI-AI2 is considerably more rigid and disjointed than AI-AIl. Across its 41 total turns, Speaker
A produced 21 E turns, while Speaker B contributed 19 E turns and 1 N, with neither speaker displaying any kind
of C. This not only confirms the overwhelming dominance of the Expert role, but also reveals that both agents in
AI-AI2 performed nearly identically, adopting an authoritative stance throughout.

H-H-H displayed a more distributed role pattern than the two H-H dialogues, with a far more varied epistemic
profile across the dialogue. Speaker A produced 11 E turns, Speaker B 16, and Speaker C 7. All three of the
participants also contributed at least one N turn, and Speakers B and C both exhibited 1 C turn each. The
distribution suggests greater balance in the exchange of information and collaboration, with A taking on a far more



N orientated role, B taking on the bulk of the E coded turns, and C taking on a smaller E role alongside Speaker
B. The role distribution in H-AI-AI shows that Speakers A and B (the Al agents) are responsible for all but one of
the E turns present in the dialogue — 56 and 62 respectively. While Speaker C did not contribute nearly as much
as the Al speakers, with only 2 C turns and 5 N turns in addition to the singular E turn. Notably, this distribution
is not because of anything related to Knowledge Roles, but is due to a mechanical limitation of NotebookLLM,
where there were occasions where requests to join the conversation would not be detected by the Al which caused
a conversational breakdown part way through the dialogue and led to the Al speakers bouncing off of each other
rather than having individual contributions — leading to the overwhelming amount of E coded turns.

3.2.2  Overlap Role Distribution
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(Figure 10: The number of overlaps of each speaker in each dialogue, and the role coded for those overlaps. B stands for
Backchannel, C stands for Clarification, E stands for Expert, N stands for Novice)

While overlap was present in H-H1, this does not indicate a high degree of interaction or shared floor-time, as the
majority of those present were Backchannel in nature. In fact, almost all of the overlaps coded as B in this dialogue
were instances of laughter, with a few occurrences of passive listener feedback like “mhm” or “yeah”, as opposed
to competitive interruptions or attempts to take the floor of the exchange. Rather than indicating an attempt to
claim the floor, these brief B overlaps observed align with this model of projection and real-time encoding, rather
than interruptive or reactive mechanisms. The remaining two overlap instances were E interjections from Speaker
A, which may suggest subtle moments of epistemic reinforcement but again, do not amount to a challenge of the
speaker roles. Overlaps in H-H2 were coded between B, N, C, with no instances of E. Backchannels made up the
majority for both speakers, but the addition of C and E coded overlaps suggest that both speakers used overlapping
speech to confirm understanding, contribute content, and sustain the general flow of conversation without taking
the floor from the interlocutor.

AI-AIl contains 11 overlaps and AI-AI2 only 3. The nature of these overlaps differs significantly: in AI-AIl, 7 of
the 11 overlaps are B, while AI-AI2 features no Backchannels at all, and instead shows 3 N overlaps, indicating
occasional interjections rather than active engagement or co-construction of the conversation. AI-AI2 did not have
much to note in terms of the overlap role distribution, with all three being Backchannels produced by Speaker B
- further indicating an imbalance and a lack of cooperative timing between speakers.



Similar to H-H1, Backchannels made up the largest proportion of overlaps in H-H-H, but there were also at least
one instance of every code type from each participant — showing that the overlaps served diverse functions, and
that all three speakers had at least one instance of stance shifting, which reinforces the analysis of this dialogue
being an exchange of dynamic participation and co-construction of common ground instead of being completely
stable and rigid. In H-AI-AI overlaps occur infrequently when compared against the number of turns (25 total).
Speaker C (the human) contributes no overlaps to the dialogue, disrupting the overall naturalness of the
conversation as a whole by isolating their contributions to moments where they could take the floor (usually after
a gap transition), removing the possibility of co-construction between the human and Al speakers that would be
typical in natural dialogue. When compared against H-H-H, the failure of the Al system to support and maintain
the dynamic distribution of epistemic roles that characterises natural dialogue becomes abundantly clear — as
instead, NotebookLLM defaults to fixed, unresponsive E positioning and abandons any attempt to simulate
collaborative dialogue.

3.2.3 Role Shifts
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(Figure 11: The amount of role shifts present within each dialogue)

In H-H1 only 3 Role Shifts (RS) occur across the entire exchange — further emphasising how stable and
unchallenged the roles of both speakers were during their extended turns. H-H2 is seen to have the highest number
of Role Shifts (RS) among the human dialogues, pointing towards the active repositioning of epistemic authority
between speakers.

There are 11 instances of RS in AI-AIl, in contrast to only 2 in AI-AI2. In AI-AI2, both shifts stem from the same
speaker (Speaker B), briefly transitioning from E to N and then back again. This indicates a brief and isolated
deviation rather than dynamic role negotiation. AI-AIl’s higher RS count appears to arise primarily from Speaker
A's shifts between E and N roles in both the turns and overlaps (Figure 9 & 10), reflecting more adaptability and
interactive complexity, but still being almost entirely isolated to one speaker.

H-AI-AI has a high number of RS — in fact it is the most out of all the dialogues, with 38 instances. Where this
would usually indicate a conversation marked by epistemic adaptability where participants repeatedly shift
between informative and inquisitive roles depending on the evolving demands of the exchange, it instead only



emphasises the fact that the Al is unequipped to handle the addition of a human speaker, especially when compared
against the 10 shifts present in H-H-H.

Chapter 4: Discussion

The aim of this dissertation was to investigate how Al-generated dialogues compare to real human conversations,
by looking specifically at two key dimensions of naturalness: turn-taking timing (Arora et al., 2025; Sacks et al.,
1974) and knowledge asymmetry (Sidnell, 2012) - using Google NotebookLLM’s Audio Overview feature as a
case study. The findings reported in Chapter 3 suggest that despite the surface-level realism of the conversations
it can generate, it underperforms in both elements looked at within this dissertation. Where the human exchanges
show knowledge roles and turn-taking timing as being deeply interdependent, the Al exchanges exhibit them as
operating in isolation. In the case of human-Al dialogue, which offered an interesting point of consideration, it
becomes clear that there are still mechanical limitations, such as audio-glitches causing sudden switches in speaker
voice (impacting role allocation and stability), the inability of the user to interrupt or overlap due to the “call-in”
structure (preventing the spontaneous co-construction of dialogue between human and Al), and the silence-based
end-of-turn detection (meaning that turn-taking cannot be initiated in a natural way and feels awkward and
delayed) . These all negatively impact the Al’s ability to reflect and recreate the shifting understanding and
dynamic interaction patterns needed for natural and coherent conversational flow.

The data from this study supports the argument that turn-taking timing is generally smooth (Strivers et al., 2009;
Gratier et al., 2015) in human dialogue, with all three conversations under review having very few transitions over
250ms (Figures 6 & 7). Furthermore, while the data showcases that both the human dialogues and the Al dialogues
featured smooth transitions, the human dialogues consistently demonstrated a much higher ratio of smooth to gap
transitions. The pattern highlights that favouring smooth transitions is not a learned behaviour or a surface-level
feature of interaction, but is a core competency — which is in line with the research suggesting that turn-taking
management is intertwined with the cognitive and social development of humans (Dominguez et al., 2016; Reddy
et al., 1997; Levinson and Torriera, 2015). In contrast, the Al dialogues, despite occasionally mimicking smooth
transitioning, contained proportionally more gap transitions, highlighting the limits of mechanical imitation. As
stated by Ward and Devault (2017), there is only so much an Al can replicate naturally without being able to
interact. While smooth transitions dominate the human conversations, they are not enforced, and gap transitions
do occur. However, they are rare and have contextual justification (unlike in the Al dialogues), reminiscent of
Wilson et al.’s (1984) idea that turn size emerges dynamically depending on what is needed to maintain
conversational coherence. Al systems, on the other hand, do not have this natural inclination towards fluent
timings, and do not possess predictive modelling of turn endings (Skantze, 2020), an inclination that is confirmed
in Figure 7 for the three dialogues that contained Al contributions. What can be gathered from the turn-taking
timing data in this study is that where humans predictively process turns (Garrod and Pickering, 2015), Al only
reacts — leading to awkward conversational rhythm. Interestingly, there are instances where the Al and human
align. Across all six dialogues, the mean length of gaps and overlaps corresponded with Heldner and Edlund’s
(2010) suggestion that gaps and overlaps often exceed 0.200s. This highlights that while both dialogue types
displayed some timing disruptions, it is the human capacity to manage and adapt to these shifts that preserves
conversational naturalness — something that remains beyond current Al systems.

Though the role shifts for both AI-AI dialogues and both H-H dialogues somewhat mirror each other, the instances
of epistemic flexibility demonstrated in the human dialogues were functionally responsive to the conversational
context, supporting Stalnaker’s (1978) view that maintaining common ground depends on adjusting assumptions
and knowledge displays, and Clark and Brennan’s (1991) model of conversational grounding, where mutual
understanding is sustained through subtle, ongoing coordination between participants. Whereas, the knowledge
role flexibility in the Al dialogues were entirely rigid and mechanically inconsistent, maintaining static expert
stances regardless of context, or producing abrupt, short-lived, scripted shifts that lack interactional relevance.
The AT’s failure to simulate appropriate role shifts disrupts the overall dynamic adjustment necessary to maintain



common ground, leading again to unnatural conversational rthythms and a breakdown of cooperative dialogue.
This is abundantly clear when adding the human participant to the Al-generated dialogue (H-AI-AI), where the
absence of meaningful role flexibility meant that conversational expectations were repeatedly violated, which
undermined the flow of information and made entire exchanges feel disjointed.

Together, the study invites reflection on the nature of human dialogue itself. AI’s failure to truly replicate and
adopt the natural flow of conversation highlights that human communication is more than just the transmission of
information — it is an emergent and collaborative process shaped by mutual attention (Sidnell, 2012), social
alignment (Clark and Brennan, 1991), and shared context (Stalnaker, 1978). The innate ability humans have to
time responses fluidly and adjust epistemic stance dynamically to construct and maintain common ground point
towards conversation being a socially situated activity shaped by subtle cues and embodied awareness. With that
in mind, the faults and imperfections observed through Al systems like Google’s NotebookLM offer an indirect
insight into what exactly people do when they talk: they don’t simply exchange facts, but build relationships and
foster shared understanding.

To conclude, the findings of this study suggest that while Al systems can simulate individual features of human
conversation patterns, they lack the ability to coordinate these features responsively in real time. Human dialogue
is defined by the fact that turn-taking timing and knowledge role allocation are not mutually exclusive, but rather
work in tandem. Contrastingly, Al-generated dialogues seem to separate these dimensions, which resulted in
mechanical and script-like exchanges that lacked the rhythm and adaptability seen in the human dialogues. This
study was limited by its small dataset, reliance on one platform (NotebookLM) for assessing the abilities of Al in
creating human-like data, and use of podcast recordings rather than everyday conversations as a baseline for the
human dialogue. In the future, research should investigate more spontaneous interactions, and different types of
dialogue systems. Even though Al has made impressive progress, it still only excels in mimicking the surface
elements of conversation naturally. Achieving genuine naturalness will require Al systems that can interpret social
context and respond dynamically, as in conversation, it’s not just what you say — but when and how you say it.
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